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Abstract—We present the results of our participation in the         
BioCreative VI: Text mining chemical-protein interactions      
(CHEMPROT) track. The goal of this task is to promote the           
development and evaluation of systems capable of extracting        
relations between chemical compounds/drug and genes/proteins      
from biomedical literature. We participate with two systems: (1)         
an SVM system which relies on a rich set of features extracted            
from the parse graph and (2) an ensemble of neural networks           
that utilize LSTM networks and generate features along the         
shortest path of dependencies. We also combine the predictions         
from the two systems with the goal of increasing performance.          
On the development set, our system combination approach        
outperforms the two individual systems, achieving an F-score of         
61.09 (according to the official evaluation metric). On the test set,           
our SVM system achieves the highest result for our submissions          
with an F-score of 60.99.  

Keywords — SVM; deep learning; ensemble learning; long        
short-term memory networks; LSTM; biomedical relation      
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I. INTRODUCTION  

BioCreative VI Task 5 focuses on detection of statements         
of relations between chemical compounds/drugs and      
genes/proteins. The CHEMPROT corpus which provides such       
annotations is used as the training and test data in this task.            
The aim of the task is to promote the development of systems            
for extracting such relations for use in precision medicine,         
drug discovery and basic biomedical research . 1

BioCreative VI Task 5 follows the well-established       
approach of pairwise relation extraction in the field of         
biomedical text mining. Protein-protein interactions (PPI)      
were one of the extraction targets in the BioCreative II and           
BioCreative III challenges (1,2). The two Drug-Drug       
Interaction (DDI) shared tasks focused on the detection of         
adverse interactions between pairs of drugs (3,4).       
Considerable performance gains achieved using deep learning       
have recently been reported on the DDI Extraction 2013         
corpus (5). 

We approach the BioCreative VI Task 5 as a classification          
task where we classify each valid pair of entities as one of the             
annotated relation types or as a negative. We apply and          

1 http://www.biocreative.org/tasks/biocreative-vi/track-5/ 

compare two systems in this task, one based on artificial          
neural networks (ANN) and one on support vector machines         
(SVM). After optimizing these systems separately, we       
experiment with system combination, achieving increased      
performance on the development set. On the test set we note a            
considerable drop in the ANN performance, which requires        
further investigation. 

II. DATA 

The CHEMPROT corpus is a pairwise relation dataset. All         
entities are given as known data for the participants, thus the           
task is to predict the relations for valid pairs of these entities.            
The relations are directed, always connecting a GENE type         
entity (gene or protein) to a CHEMICAL type entity. A large           
set of distinct types are used for annotating the relations, but           
these types are combined into 10 groups which are used as the            
actual classes for this task. Further, only five of these classes           
are taken into account in the task evaluation. 

III. METHODS 

We develop two different systems capable of extracting        
relations between CHEMICAL and GENE entities. Our first        
system relies on a rich set of features and a linear Support            
Vector Machine (SVM) classifier. Features for this system are         
generated from the shortest dependency path connecting the        
two candidate entities in the sentence syntax dependency        
graph, from the linear order of tokens, a sentence bag of words            
and all dependency paths within 1–3 dependencies from the         
two entities. Our second system requires less feature        
engineering and is a deep learning-based system, utilizing an         
ensemble of three-channel long short-term memory networks.       
Features for this system are generated based on three         
information channels: words, part-of-speech (POS) tags and       
dependency type and word-adjacency edges, along the shortest        
path connecting the two entities. Finally, we combine        
predictions of the two systems to boost the F-score, using a           
simple algorithm that is optimized on the official development         
set. In this section we discuss the details of each approach.  

A. Preprocessing  
We use the TEES system (6) to run a preprocessing          

pipeline of tokenization, part-of-speech tagging, and parsing.       
We convert the CHEMPROT corpus into the Interaction XML         



format allowing it to be parsed by the TEES preprocessing          
system. We test different parses generated using the TEES         
preprocessor wrappers for the BLLIP, Stanford converter and        
SyntaxNet parser software (7-9). The default parsing pipeline        
in our experiments consists of BLLIP constituency parsing        
with the biomedical domain model of McClosky (10),        
followed by conversion to dependencies using the Stanford        
conversion tool (8). We test different variants of the Stanford          
Dependencies (SD) representation, with the CCprocessed      
variant being the default unless otherwise stated. 

Since our systems work mainly based on the shortest         
dependency path connecting two candidate entities in a single         
sentence, we exclude any possible cross-sentence candidate       
pairs from the data. The training data incorporates ten         
different types of relations, 5 of them being evaluated in the           
task. We also define and add a ‘‘negative’’ type for the cases            
where no relation exists between the two candidate entities.         
Hence, we formulate this relation extraction task as an         
11-class classification problem.  

B. SVM-based system  
The SVM-based system used in this work is the         

Turku Event Extraction System (6). The system is applied         
as-is, with no task-specific modifications. The TEES system        
uses the SVMmulticlass software as the multiclass classifier        
implementation (11). 

The TEES system relies on a rich feature representation.         
While most features are generated from the shortest path of          
dependencies, dependency chains outside this shortest path,       
bags of words and the linear order of tokens are also used in             
generating features, in an attempt to capture more of the          
sentence context outside the direct relation between the two         
entities of interest. 

We test several different parses and ways of predicting the          
CHEMPROT corpus with TEES, but find that none of these          
improve performance over the default approach. In total we         
compare three ways of representing the corpus, 12 parses and          
the use of the DrugBank dataset (12) as additional features.          
For the three CHEMPROT corpus representations the TEES        
system is trained with either the default of all 10 classes, with            
the four non-evaluated classes merged into a single class or          
with the non-evaluated classes entirely removed. For parses,        
we try the BLLIP parser, with or without the McClosky          
biomodel and with all five types of Stanford conversion, as          
well as the SyntaxNet parser with or without its Universal          
Dependencies model. 

C. Deep learning-based system 
Our deep learning-based system (ANN for short) requires        

less feature engineering than the SVM-based system and        
generates the features along the shortest path that connects the          
two candidate entities in the syntactic parse graph. The         
shortest dependency path is known to contain most of the          
relevant words for expressing the relation between the two         

entities while excluding less relevant and uninformative words        
(13), hence many successful systems have been built around         
utilizing it (6,13-17). 

The architecture of our deep learning-based system is        
centered around utilizing an ensemble of artificial neural        
networks, all having identical structure, but trained with        
different initial random weights. This is done to stabilize the          
variance in the measured performance, caused by the random         
initialization of the network weights.  

Each neural network in the ensemble utilizes three separate         
long short-term memory networks (chain of LSTM units): for         
representing the sequence of words, the sequence of POS tags          
and the sequence of dependency types (DT, i.e., edges in the           
parse-graph) along the shortest path. We always traverse the         
path from the CHEMICAL entity to the GENE entity when          
generating features along the shortest path, regardless of the         
order of the entity mentions in the sentence. We notice this           
approach results in significantly better generalization for       
unseen data. Besides the existing dependency type edges in         
the parse graph, we add an artificial edge between any two           
adjacent words of the sentence (word-adjacency edges). As        
discussed by Quirk et. al (18), this approach mitigates the          
parsing errors and increases accuracy and robustness when the         
system is confronted with linguistic variation. We give the         
weight one to dependency type edges and the weight five to           
word-adjacency edges when searching for the shortest path in         
the graph.  

The sequences of words/POS tags/dependency types are       
first mapped into sequences of their corresponding vector        
representations, i.e. embeddings, by three separate embedding       
lookup layers and then used as input for the LSTMs. For           
words, we use pre-trained word-embeddings provided by       
Pyysalo et al. (19), which have been trained on the texts of all             
PubMed titles and abstracts and PubMed Central Open Access         
(PMC OA) full text articles using the word2vec method (20).          
During the training of our system, word embeddings are         
fine-tuned while randomly initialized POS and dependency       
type embeddings are learnt from scratch. The outputs of the          
last LSTM unit of each of the three chains are concatenated           
and the resulting vector is fed to a fully connected hidden           
layer. The hidden layer finally connects to the decision layer,          
having an output dimensionality corresponding to the number        
of labels in the data set (plus one for the ‘‘negative’’ label)            
with softmax activation.  

The network is trained on the official training data using          
the Nadam optimization algorithm. Applying a dropout (21)        
with the rate of 0.2 on the output of the first dense layer is the               
only explicit regularization method used. The training is        
stopped once the performance on the development set is no          
longer improving, measured using the official evaluation       
metric. Table I shows the comprehensive list of the         
hyperparameters used. 



TABLE I. HYPERPARAMETERS OF THE NETWORKS 

Hyperparameters 
Values 

Optimal 
value Tested values 

Word-adjacency edge weight 5 [3,4,5,6] 

Word embedding dimensionality 200 pre-trained 

POS embedding dimensionality 25 [25,50,75,100] 

DT embedding dimensionality 25 [25,50,75,100] 

Word LSTM, output dimensionality  300 [100,200,300,400] 

POS tags LSTM, output dimensionality  200 [100,200,300,400] 

DT LSTM, output dimensionality  200 [100,200,300,400] 

Hidden layer, output dimensionality 200 [100,200,300,400, 
500,600,700,800] 

Activation functions tanh [tanh, sigmoid] 

Dropout rate 0.2 [0 0.2 0.3 0.4 0.5] 
a. The optimal and tested values for hyperparameters 

 
To deal with the variance in the performance, we train an           
ensemble of 4 neural networks, all identical apart from the          
initial (random) weights. After training, each network predicts        
a set of confidences for each (development/test set) example.         
The final prediction for an example is generated by summing          
the confidences of all networks and choosing the label with          
the highest overall confidence.  
 

D. System Combination  
Our SVM and deep learning-based systems are trained        

with different sets of features. This is a potential case for           
investigating whether combining predictions of the two       
systems could help in achieving better performance for this         
task. 

The system combination is implemented by merging the        
relation predictions from the two systems as either a union          
(OR) or an intersection (AND), and resolving overlapping        
predictions with conflicting types by using the classifier        
confidence scores. Since all entities are known data in this          
task, the predictions from the two systems can be aligned          
using pairs of gold standard entities.  

If only one system predicts a relation for a given pair           
of entities, it is either included in (OR) or discarded from           
(AND) the combination. If both systems predict a relation, the          
relation with the higher confidence score is included in the          
combination. Both the SVM and ANN systems produce        
confidence scores in their own ranges. These ranges are         
normalized into the 0–1 interval for both systems, after which          
the normalized scores are compared. We experiment with        
combining all predictions, only positive predictions or only        
predictions for the evaluated classes and find that combining         
only positive predictions results in the best performance. 

IV. RESULTS AND DISCUSSION 

We conduct all of our experiments on the official         
development set using the official evaluation script provided        
by the organizers. Even though the data are annotated having          
ten different types of relations, the task only focuses on five of            
them by defining the official performance metric as the         
micro-averaged F-score of the five target classes. This is most          
likely due to the fact that there are much less training           
examples available in the data for the ignored classes. Table II           
shows the performance comparison of our different systems,        
evaluated on the development data.  

TABLE II. PERFORMANCE OF THE SYSTEMS ON THE DEVELOPMENT SET 

Evaluation on development set 
Performance metrics 

Precision Recall F-Score 

SVM 64.55 54.72 59.23 

ANN 61.90 55.01 58.25 

SVM+ANN (OR, positive classes) 58.45 63.99 61.09 

SVM+ANN (AND, positive classes) 75.42 48.14 58.77 

SVM+ANN (OR, all classes) 65.82 55.55 60.25 

SVM+ANN (AND, all classes) 65.82 55.55 60.25 

SVM+ANN (OR, eval classes) 56.47 65.07 60.46 

SVM+ANN (AND, eval classes) 79.28 45.78 58.04 

 

As Table II shows, both the SVM and deep learning-based          
(ANN) systems have very similar performance on the task,         
with the SVM having an F-score 1pp above the ANN. This           
might be due to the fact that the ANN solely relies on the             
words and edges seen on the shortest path and we suspect that            
in many cases, the trigger word (i.e., a token or sequence of            
tokens which expresses the actual relation between the two         
candidate entities) might be absent from this path.        
Consequently, the ANN might not get the chance to see this           
information, whereas the SVM system generates features       
based on all tokens and dependencies near the two entities, as           
well as those on the shortest path connecting them. The best           
SVM performance is achieved with the TEES default settings,         
without using the DrugBank features, using the       
BLLIP+biomodel+CCProcessed parsing approach and    
including all ten CHEMPROT relation types in the training         
data. 

For both systems, recall is considerably lower than        
precision (for instance, recall is 10pp below precision for the          
SVM). Using the OR operation in system combination        
considerably improves the recall (~9pp) while causing a        
comparatively lower drop in precision, leading to an        
approximately 1–1.5pp increase in the resulting F-score. We        
observe that discarding negative predictions and building the        
combination from all 10 positive classes results in the highest          
performance on the development set. 



For predicting the test set, we combine the training and          
development data when training the SVM system. This is a          
quite common approach when using classifiers such as SVMs.         
However, training the neural networks on the combined data         
for the optimal number of epochs (found during the         
optimization) might lead to under/over-fitting, because      
more/less training epochs might be needed. Finding the        
optimal number of epochs for training the network on the          
combined data is challenging. In this task, participating teams         
were allowed to submit up to 5 different test set predictions.           
Hence, we submitted two sets of ANN predictions: (1)         
predictions of the ensemble of networks that are trained for 3           
epochs (the optimal number found in optimization), (2)        
predictions of the ensemble when the networks are trained for          
4 epochs. We also combined these two sets of predictions with           
the SVM system predictions (using our system combination        
approach), resulting in a total of five sets of test set           
predictions. Table III shows the official results for our         
submissions on the test set, as calculated by the task          
organizers.  

TABLE III. PERFORMANCE OF THE SYSTEMS ON THE TEST SET 

Evaluation on test set 
Performance metrics 

Precision Recall F-Score 

SVM 66.08 56.62 60.99 

ANN (3 epochs) 63.73 44.62 52.49 

ANN (4 epochs) 63.37 43.87 51.85 

SVM+ANN (3-epochs) 61.05 60.06 60.55 

SVM+ANN (4-epochs) 60.88 59.89 60.38 

 

As Table III shows, compared to the development set results,          
our SVM system has approximately the same level of         
performance on the test set, achieving an F-score of 60.99,          
with a similar imbalance between precision (66.88) and recall         
(56.62). However, for the ANN submissions we notice a         
significant drop in recall (~11pp) with a small increase in          
precision (~1pp), leading to an F-score of 52.49 (in the case           
the networks are trained for 3 epochs) or 51.85 (when the           
networks are trained for 4 epochs), which is about 6pp below           
the F-score seen on the development set. As a direct result,           
none of the two system combination approaches have been         
able to produce a result better than the SVM system alone.  

Since at the time of manuscript submission test set labels have           
not yet been published, we cannot perform a comprehensive         
analysis on the results of the ANN system. One potential          
explanation could be related to (over) training the networks         
with the combined data, which together with the small         
mini-batch size may have led to some overfitting. Particularly,         
we notice a considerable drop in the training-loss between the          
second and third epochs, which is approximately double the         
difference of the loss between the third and fourth epochs.          

This might indicate that overfitting would have occurred when         
training the networks for the third epoch.  

Since the organizers are going to publish the test set labels, as            
our first additional experiment we would like to investigate         
what would be the performance of the ANN system on the test            
set using the version of the networks trained solely on the           
training set and optimized on the development set.  

V. CONCLUSIONS AND FUTURE WORK 

We participated in the CHEMPROT track of the        
BioCreative VI shared task with two different systems. Our         
SVM system relies on a rich set of features, extracted from the            
sentence parse graph, whereas our deep learning-based system        
requires less feature engineering and is an ensemble of         
three-channel LSTM networks. Features for this system are        
generated based on the shortest path which connects the two          
candidate entities.  

Experiments on the development set show that combining        
the predictions of the two systems can lead to overall          
performance higher than that of either of the two systems          
alone. While the SVM system performs equally well on the          
development and test sets, the ANN system performance is         
considerably lower on the test set. We aim to investigate the           
possible reasons behind this result as soon as the test set labels            
are published.  

The SVM system uses many features in addition to those          
extracted from the shortest path of dependencies. As future         
work, we would like to study the effect of each of these            
feature types on the performance for this task, as well as           
investigate efficient ways to incorporate and utilize such        
features with our deep learning -based approach.  
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