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Abstract 
We adapt Argo, a Web-based text mining workbench, to accommodate a curation task for 
BioCreative IV Track 5 User Interactive Task. The system allows users to build and run custom 
processing workflows composed of a subset of available elementary processing components. 
Running such workflows results in the generation of annotations for each input document. Argo 
has the capability to include a manual annotation editor as part of any workflow and therefore 
facilitates manual inspection and correction of otherwise automatically produced annotations. As 
a case study, we propose a curation task that involves the annotation and identification 
(normalisation) of concepts relevant to metabolic processes, including chemicals, gene or gene 
products, and trigger/bioprocess expressions. 
Keywords: Curation, Automatic annotation, Metabolic processes, Workflows, UIMA 
 
Introduction 
Argo1 is a Web-based workbench for collaborative development and evaluation of text-
processing workflows (1). The workbench features an ever growing library of elementary 
processing components, developed mostly at the National Centre for Text Mining (NaCTeM). 
They range from simple data (de)serialisation to syntactic and semantic analysis. The major 
features and the principal requirements of the ongoing development of Argo are: 1) the ease of 
combining elementary text-processing components to form meaningful and comprehensive 
processing workflows; 2) the ability to manually intervene in the otherwise automatic process of 
annotation by correcting or creating new annotations; and 3) user collaboration by providing 
sharing capabilities for user-owned resources. 
 
As such, Argo is a generic platform, meant to accommodate a variety of tasks and domains. The 
tasks in Argo are defined by creating workflows, i.e., arranging several elementary processing 
components by interconnecting their outputs and inputs and setting up their configuration 
parameters. The generic flow involves 1) reading source data, 2) performing automatic and/or 
manual annotation on the data, and 3) saving the annotations (usually together with the source 
data). Each of the three steps is highly configurable by choosing elementary processing 
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components that best fit the task at hand. For example, reading source data may be accomplished 
by deserialising user-uploaded files (in various formats) as well as by fetching data from remote 
Web services, such as search engines. 
 
In the following sections we describe the capabilities of Argo in the context of the proposed 
curation task, which involves the annotation of concepts relevant to metabolic processes.  
 

 
Figure 1. Screenshot of the Argo application. The view shows the Workflows panel that lists and 

enables managing user-created workflows. 
 

System Overview   
The user interface of Argo is split into three panels, Documents, Workflows, and Processes, as 
shown in Figure 1. 
 
The Documents panel serves to manage user-owned files. These are usually text documents 
uploaded by the user to be used as the source of workflow processing. They may also be the 
product of executing workflows, e.g., XML files containing annotations, available for the user to 
download. User-created workflows are managed in the Workflows panel. This panel also serves 
to initiate the processing of workflows whose progress may be tracked in the Processes panel 
(see below). 
 
Users create or edit workflows with the use of a graphical diagram editor shown in Figure 2. 
Components (represented as blocks) are linked together to form connected graphs—workflows.  
Although the most common arrangement is a pipeline (where the output of each component is 
connected to at most one input of another component), Argo also accommodates complex 
arrangements with multiple branching and merging points as shown in the figure. 
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Argo supports and is based on the Unstructured Information Management Architecture (UIMA) 
(2). The architecture is an OASIS standard2 for ensuring interoperability of individual processing 
components by defining common data structures and interfaces. Therefore, the platform has the 
potential of running any UIMA-compatible processing component. 
 

 
 

Figure 2. Argo's workflow diagramming interface. The left-hand-side panel lists available processing 
components; the middle panel is the actual diagram editor (the blocks represent components); and the 

right-hand-side panel displays contextual information. 

 
System Curation Features 
One of the novel features of Argo is the ability to manually intervene in the processing of a 
workflow by the use of user-interactive processing components. An example of this type of 
component is the Manual Annotation Editor, which is part of the workflow shown in Figure 2. 
The featured workflow works as follows: PubMed Abstract Reader fetches PubMed abstracts 
matching given PubMed IDs (set as the component's configuration parameter). The abstracts are 
then passed onto GENIA Sentence Splitter that annotates sentence boundaries. Farther in the 
pipeline, GENIA Tagger performs multiple tasks including tokenisation, part-of-speech tagging, 
chunking, and finally, named entity recognition. The latter three use the sentence boundary 
information extracted in the GENIA Sentence Splitter. The name entities include categorisation 
into RNA, protein, DNA, cell type and cell line. 
 
The automatic processing pauses at the Manual Annotation Editor component. At this point, the 
user has the option to open the Manual Annotation Editor's user interface and modify or delete 
!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!
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existing, automatically extracted annotations or add new ones. Figure shows a fragment of the 
Manual Annotation Editor's interface. The features of the editor include: 

• selecting a document for annotation from a list of available (previously processed) 
documents; 

• removing or re-assigning labels to already (automatically) annotated spans of text; 
• adding new annotations by selecting a span of text and assigning a label to it from a set of 

available labels (the central panel in Figure 3); 
• adding new or deleting existing non-span-of-text annotations (meta annotations); 
• editing annotation features (attributes) organised in an expandable tree structure (the 

right-hand-side panel in Figure 3); 
• support for overlapping (intersecting) annotations (see Figure 4);  
• a GUI for assigning identifiers from external databases (Figure 5); and 
• filtering by label. 

 
 

Figure 3. Annotation Editor interface. The central panel allows for manual on-text manipulation of 
annotations, whereas the right-hand-side panel allows for the more refined edition of annotation 

attributes. 
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Figure 4. Overlapping (intersecting) annotations are visibly distinct in the annotation editor. 

 
Supported Data Formats 
Due to its modular nature, Argo supports a variety of input and output data formats. Formats 
are thus selected by choosing appropriate data reading and writing components from the 
library of available processing components. The following lists a selection of Argo 
(de)serialisation components that are of interest to biological curation tasks. 
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• Pubmed Abstract Reader fetches abstracts directly from PubMed using a list of 
PubMed IDs as a parameter. 

• Kleio Search remotely fetches PubMed abstracts matching a query set as a parameter.  
• BioC Reader and BioC Writer deserialise/serialise selected annotations from/into BioC 

format3. 

 

 
 

Figure 5. Linking annotations to identifiers in external databases, e.g., ChEBI. 

 
• RDF Reader and RDF Writer deserialise/serialise text and annotation from/into RDF. 

Serialised annotation RDF graphs may then be reused in other applications, e.g., in query 
engines supporting SPARQL. SPARQL may also be used to add, delete or modify 
annotations (3), which, in turn, can be read back into Argo. 

• BioNLP ST Data Reader deserialises triple files (containing plain text, standoff 
annotations of named entities, and standoff annotations of events or structured 
relationships) as defined in the BioNLP Shared Task4. 

• Agreement Evaluator analyses two or more input annotation efforts (coming from 
different branches in a workflow) and produces a tab-separated file that reports 
agreement rates between the inputs. It may serve to compute inter-annotator agreement. 

 

!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!
3 http://bioc.sourceforge.net 
4 http://2013.bionlp-st.org!
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A common approach is to end an Argo workflow with a XMI Writer, since the data in this 
format may be later read back into Argo with XMI Reader and translated into other formats. 
 
Annotation of metabolic processes 
Our proposed curation task involves the annotation and identification (normalisation) of concepts 
relevant to metabolic processes.  
 
Background 
Metabolic reactions or processes are the building blocks of metabolic pathways, which have 
received little attention from the biomedical NLP community compared to signalling pathways 
(4). Whilst the latter are centred on protein-protein or ligand-receptor interactions, metabolic 
pathways primarily consist of a series of biochemical reactions. For this task, the curators will be 
asked to annotate named entities and action terms relevant to metabolic processes. 
 
We define metabolic process by taking the definition from the interaction types ontology in the 
Comparative Toxicogenomic Database5 (CTD), i.e., “the biochemical alteration of a molecule’s 
structure, excluding changes in expression, stability, folding, localization, splicing and 
transport”. 
 
The Task 
The task involves the annotation of chemical compounds (CCs), genes or gene products (GGPs) 
and expressions signifying a metabolic process (triggers). Both CCs and GGPs may play the role 
of reactant (entity undergoing the alteration), product (entity into which the reactant is changed) 
or modifier (entity driving the alteration) in a metabolic process. Each metabolic process is 
signified by an action term which is a span of text that best expresses the process in text. It can 
be a verb, verb nominalisation, adjective or adverb, e.g., phosphorylation, generates, acetylated. 
Additionally, a unique identifier from external resources will be assigned to each of the above-
mentioned annotations. The resources are ChEBI6 for CCs, UniProt7 for GGPs and CTD for 
action words. Detailed annotation guidelines, examples and instructions were provided for 
curators8. 
 
Input 
The input of the annotation process is a set of 60 PubMed abstracts, tagged in the CTD as 
relevant to different types of metabolic processes. Half of the set is used for manual curation and 
the other half for automatic annotation. 
 
 
!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!
5 http://ctdbase.org 
6 http://www.ebi.ac.uk/chebi 
7 http://www.uniprot.org 
8 http://argo.nactem.ac.uk/annotating-metabolic-processes 
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Annotation process 
The following workflows were prepared for the curators: 

1. Manual annotation: This workflow reads PubMed abstracts and opens a Manual 
Annotation Editor for a curator to tag the entities of interest without any support from 
automatic processing available in Argo. 
• Input: PubMed abstract identifiers. 
• Output: Annotation files in XMI (interchangeable) format. 

2. Automatic annotation: This workflow reads PubMed abstracts and performs automatic 
recognition of the entities of interest. This workflow is purely automatic and does not 
involve any manual intervention from the curators. The objective of this workflow is to 
automatically “pre-annotate” the input abstracts for later manual inspection. It consists of 
the following semantic analysis components: GENIA Tagger (5) and a refactored version 
of OSCAR 3 (6) as concept recognisers, and string similarity-based concept linkers to 
ChEBI, UniProt and CTD.  
• Input: PubMed abstract identifiers. 
• Output: Annotation files in XMI format. 

3. Manual correction: This workflow reads files that already contain annotations (coming 
from the second, automatic workflow) and opens a Manual Annotation Editor for a 
curator to correct (remove, add, modify) the automatically recognised annotations. 
• Input: Annotation files in XMI format. 
• Output: Annotation files in XMI format. 

Although the second and third workflows could be combined into a single workflow, for the 
purpose of evaluation they are defined separately. The three workflows are publicly available in 
Argo. 
 
Output 
For each PubMed abstract, a set of annotated text spans corresponding to GGPs, CEs and 
triggers will be returned as output. The annotations for each text span include the location (i.e., 
document offsets), semantic label (any of GGP, CE and trigger) and the corresponding unique 
identifier from external resources. The annotations will be available in XMI, BioC, and RDF 
formats upon the completion of the task by curators. 
 
Evaluation 
To evaluate the efficiency of using Argo, the curators are asked to compare the time spent on 
purely manual annotation (i.e., using only the Manual annotation workflow described above) 
against the time spent on the correction of automatically pre-annotated abstracts (i.e., using 
Manual correction after the Automatic annotation workflow). Since both annotation tasks are 
performed in Argo, it is, in fact, the evaluation of the automatic support available in Argo.  
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To evaluate effectiveness, we will measure the performance of the automatic pre-annotation 
stage using dedicated components in Argo (e.g., Reference Evaluator) that report on the 
precision, recall and F-score against the manual annotations. 
 
System Performance 
The performance of Argo is ultimately defined by the contents of user-created workflows. Here 
we report on the performance of the processing components featured in Argo that are of interest 
to the proposed curation task. Table 1 shows the precision, recall, and F-score of GENIA Tagger 
and OSCAR 3. 
 

Tool Precision Recall F-score Data set 
GENIA Tagger 67.45 75.78 71.37 NLPBA 2004 (7) 
OSCAR 3 90.31 79.29 84.44 Sciborg corpus (8) 

 
Table 1. Performance of GENIA Tagger and OSCAR 3. 

 
Argo has previously been used in the annotation of a corpus of 231 full-text Marine Drugs 
journal articles with compound-target interaction information9. After the names of marine drugs 
and enzymes in the documents were automatically pre-annotated by a named entity recogniser, 
two NaCTeM-supervised domain experts used Argo's Manual Annotation Editor to review the 
automatically annotated named entities and mark up interactions between them. A sample of 30 
fully-annotated documents revealed that each one contained an average of 124 automatically 
recognised entities, of which an average of only 3.2 entities were removed (as being false 
positives), 1.2 were modified (i.e., annotation boundaries extended or narrowed down) and 5 
were added by the annotators. 
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