
!

! 234!

Supporting Document Triage with the SciKnowMine System in 
the Mouse Genome Informatics (MGI) Curation Process 
Gully APC Burns

1
, Marcelo Tallis

1
, Hiroaki Onda

2
, Kevin Cohen

3
, James Kadin

2
, Judith Blake

2 
 
1 
USC Information Sciences Institute, Marina del Rey, CA 90292 

2 
Jackson Laboratory, Bar Harbor, ME, Jackson Laboratory, Bar Harbor, ME 04609 

3 
University of Colorado School of Medicine, Aurora, CO 80045 

 
Abstract 
We describe ‘SciKnowMine’: a software-driven platform for delivering document triage 
functionality in an extensible web-based biocuration system. The system was designed 
principally to provide an extensible platform that could be instantiated with any machine 
learning model document triage as needed. At this stage we emphasized the design of the 
underlying data structures supporting the triage task and the systems-administration functionality 
needed to build a deployable system. We instantiated this system at the Mouse Genome 
Informatics group at the Jackson Laboratory through August / September of 2013 and report here 
the outcomes of this deployment. 
 
Relevance and Impact 
 
Background 
MGI has been one of the foremost biomedical informatics groups that actively support the 
development of text mining systems as part of their biocuration workflow. They provided data 
for shared task challenges for the TREC community concerned specifically with document triage 
of biomedical text in 2004-5 (1, 2) and have invested their support in the community actively 
since then. We regard the fact that MGI does not have any functional text mining tools for use in 
their everyday curation work as a serious failure for the field as a whole. We therefore focus our 
efforts on: (a) developing a well-designed base-level application that reuses simple, well-tested 
classification technology; (c) deploying this system to MGI so that it could be run from within 
MGI with minimal support from our team. Within the preliminary work described here, we 
present the SciKnowMine Triage Web Application (SKM-TWA) as an open-source system for 
consideration by the community (3). 
 
At the time of writing, (June 7th 2013), we have just deployed a working first prototype of the 
system as a robust virtual appliance for use by MGI curators). We present this write-up as a 
contribution to the BioCreative 4 IAT challenge because the key issues that determine success in 
our work have been primarily infrastructural, logistical, and engineering-driven rather than a 
detailed consideration of the algorithmic approach being used. These are not issues being 
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considered within the IAT evaluation. We also argue that the issue of performing extrinsic 
evaluation within the context of an actual curation team performing a curation task remains an 
extremely poorly defined problem. Our current implementation falls short of required criteria in 
the statement of the challenge, but we submit our work for consideration by the community in 
the hope of fostering debate and providing a concrete implementation of a possible solution that 
perhaps has emphasized criteria that were not explicitly highlighted within the challenge 
specification. 
 
Applying Machine Learning (ML) to Document Triage 
Document triage is a preliminary task in MGI’s curation pipeline. It is a prime candidate for 
automation within the overall workflow of the system. The impact of making mistakes at this 
stage is significant since false negatives entail that relevant papers are missed. These missed 
papers would never be picked up by other checks or failsafes in the MGI curation pipeline and 
would only be corrected if an external party reported the omission to the curation team. Thus 
systems with high-recall are a priority. 
 
We view the underlying computational problem as one of Document Classification (4): given a 
full-text scientific article in the form of a PDF file, can we computationally determine whether it 
should be judged ‘in’ or ‘out’ of our curation set? We are not here considering the logistical 
issues of obtaining the articles in question (including questions of licensing and access to articles 
for bulk downloads for evaluation). MGI licenses all journals that they typically curate from and 
negotiate bulk download privileges from publishers. 
 
Since MGI is already a large scale database, We have a large quantity of preexisting material 
which has already been manually classified (183,371 separate article citations are currently listed 
in MGI) providing a corpus of training material that makes using supervised learning a good 
candidate approach. Support Vector Machines are a well-established technology for document 
classification (5) and we use LibSVM (6) implementation supported within the ClearTk software 
package (7, 8). 
 
User Interactivity  
A fundamental aspect of our software’s usability is how we frame the logic of the triage problem 
itself. Although our model is not directly visible to users, it strongly guides users’ experience and 
so we present it here.  
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Figure 1.  UML Model for the triage system 

 
A Design Pattern for Document Triage 
Figure 1 shows a UML data model for SKM-TWA as a conceptual abstraction of triage data. In 
this design, a Corpus may be defined as any collection of LiteratureCitation objects 
(some of which are supported by FTD or ‘Full Text Documents’). The crucial element in this 
design is a TriageScore which is a ternary relationship between (a) 
LiteratureCitation objects, (b) TriageCorpus objects that each denote the collection 
of citations being classified and (c) target Corpus objects which each denote the set that the 
citations are being classified into. In this particular model, each TriageScore may be 
assigned an ‘inOutCode’ (as ‘in’, ‘out’ or ‘unclassified’) and a numerical ‘inScore’ float 
value ranging from [0,1]. This score is calculated by the execution of an SVM over features that 
are transiently generated from the text of a citation’s FTD object and are not explicitly stored in 
this model. The construct as shown also provides a framework for the easy addition of training 
data to a preexisting data set simply by assigning inOutCode values and then retraining the 
ML model. 
 
Use of PDFs 
Working with the full text of papers in biocuration tasks has expectedly been shown to improve 
biocuration performance (9), but common issues (such as distributed storage, licensing 
restrictions and PDF formatting of full text articles) cause difficulties for developers of curation 
systems. We focus on working with text extracted from PDF files using our layout-aware PDF 
text extraction software (10) based on the idea of defining ‘active folders’ within the system’s 
server so that curators simply save PDF’s of interest into that folder for the system to begin 
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processing them. In one sense, processing PDFs directly provides a processing bottleneck that 
simplifies the system’s design since all full text articles are published in that form. 
 
Design of the user interface 
 

 
Figure 2. Screenshot of the triage system 

 
Figure 2 shows a screen-capture of the user interface taken during a movie of the system’s use in 
a demonstration1. Note that the grey box with the text reading ‘-Left Arrow’ is a feature of the 
tool used to perform the video capture to show that the user has just pressed the left cursor key. 
The workflow of usage within this demonstration is as follows: 

1. Select the target Corpus in the top left hand combo box (‘AP’ stands for ‘Allele 
Phenotype’). 

2. Select the document set (TriageCorpus) in the list beneath it. The system will then 
load all citations in the selected document set and will provide inOutCode and 
inScore values if present. 

3. Upon selection of a citation in the list, the system will load the individual citation or the 
PDF file in the right hand panel. PDFs are viewed in a ‘FlexPaper’ component (which is 
actually a rendition of a *.swf file that generated and stored in the database when articles 
are uploaded). 

4. A curator may filter the list of scored citations in the middle panel based on their 
inOutCode values by using the radio buttons on the left. 

5. A curator may scan through citations using the ‘up’ and ‘down’ cursor keys and may alter 
the inOutCode value of each citation in the list by pressing the left or right cursor (left 

!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!
1 http://www.youtube.com/watch?v=NIUkYF-x5Gk 
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for ‘in’ and right for ‘out’). This allows the curator to work through the content of a given 
TriageCorpus without using the mouse. 

This provides a relatively simple, straightforward interaction mechanism for the curator to look 
through a corpus, examine the results of text mining processing (which in our case is only 
limited to inScore values and the PDF itself. We expect to show the most prominent features 
used by the ML analysis to the biocurator in the right hand panel, but have not yet implemented 
this. 
 
Preparing data in the system 
We currently provide several data processing functions only as command line calls rather than 
being accessible through the user interface. This is to restrict access to the database only for an 
administrator (not a curator) working on the server. These commands are performed offline and 
are as follows: 

1. buildTriageDatabase 
This generates a new MySQL-formatted triage database. 

2. editArticleCorpus 
This creates a named target corpus within the database. 

3. editTriageCorpus 
This creates a named target corpus within the database. 

4. addPmidEncodedPdfsToCorpus 
This loads all PDF files found in the PDF directory into the specified triage corpus. 

5. buildTriageCorpusFromPmidList 
This loads a formatted text file into inOutCode values for the given corpora. In this plain-
text file each line consists of the pubmed-id of each file a ‘TAB’ and either a ‘+’ symbol 
for ‘in’, a ‘-’ symbol for ‘out’ or a ‘?’ symbol for ‘unclassified’ values. 

6. triageDocumentsClassifier –train 
This uses the data in the database to train a SVM model based on a preset hand chosen set 
of parameters we currently hard-code into the system. 

7. triageDocumentsClassifier –predict 
This uses the model file generated in the last step to generate inScore values for each 
citation in the specified TriageCorpus. 

Separation between ML experiments and system execution 
An overlooked class of user of NLP-enabled biocuration systems is the class of NLP scientists 
attempting to run experiments on text within specific corpora in order to engineer classification 
features. We specifically provide command-line functions to these users (not shown) that query a 
named TriageCorpus to dump the text of each file to a separate line in a text file that is 
formatted in a way typically used by NLP experts for machine learning work. In this process, our 
system also randomly selects a proportion of papers to be used as a ‘held-out’ testing set and 
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dumps the text of those documents to another file. These files are placed into a separate 
subdirectory and may be processed using provided ML NLP packages such as ClearTk (7, 8). 
 
The absence of annotations and other key differences 
The specification for the IAT competition specifies a need for ‘annotations’ on the original 
document. Given that the only feedback we are currently generating for curators to use to support 
their triage decision is a single score generated by bigram features, we assert that annotations 
over the text of the document would likely need to be based on the most influential features used 
by the ML process to generate a score. This remains an unfinished next-step of our current 
implementation. 
 
System Performance 
At this stage of systems development (initial deployment of a prototype), we have not yet 
gathered extensive feedback from curators and systems administrators but share first impressions 
based on processing a test-corpus of 1000 documents. Loading documents into the database takes 
6-10 seconds per PDF file, meaning that a document set of 1000 papers took roughly 3 hours to 
load (this also includes text-extraction and generation of *.swf files). The execution of the 
training phase to generate a model from this corpus was relatively quick as was the application of 
that model to new data (10-15 minutes for each task over 1000 papers). We are currently at the 
stage of having deployed our preliminary demonstration system to the Jackson Laboratory 
curation team who are engaged with the process of running the system as prescribed as part of 
the IAT challenge. The deployment itself has been challenging and we report only partial success 
at running SciKnowMine within a real biocuration environment. Future work includes the 
addition of annotation functionality to PDFs and ways of instrumenting the software to evaluate 
accuracy and utility for the triage task going forward. 
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