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Abstract 
We present results on the participation of the CellFinder text mining pipeline for curation of 
gene/protein expression in anatomical parts in the BioCreative IV User Interactive task. The 
pipeline integrates state-of-the-art and freely available tools for the following steps: triage of 
potentially relevant documents, retrieval of documents, preprocessing, named-entity recognition, 
event extraction and a graphical user interface for manual validation of the results. Four curators 
have been recruited for this evaluation and have suggested three topics of interest: kidney-related 
diseases in rat, human dendritic cells and human mesenchymal stem cells. Each curator validated 
gene/protein expression events automatically extracted from 30 Medline abstracts. A total of 634 
expression events were obtained from the three datasets and approximately 35% of them (216 
events) were validated as being correct, which is a level of precision slightly lower than previous 
experiments with internal CellFinder curators.  
 
Introduction 
Biomedical literature curation is the process of automatically and/or manually compiling 
biological data from scientific publications and making it available in a structured and 
comprehensive way. This task requires careful reading of publications by domain experts, which 
is known to be a time-consuming task. 
 
The BioCreative IV User Interactive task (IAT)1 is a community-driven task which aims to bring 
together biocurators and developers of text mining solutions. Participant teams are required to 
present a Web-based system for a biocuration task of their choice. External biocurators recruited 
by the organizers can choose any of the available tools (and biocuration tasks) and be engaged in 
!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!
1� http://www.biocreative.org/tasks/biocreative-iv/track-5-IAT/ 
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hands-on experiments by validating a small set of documents. Tools are evaluated regarding their 
usability and the accuracy of the automatic predictions.  
 
For the BioCreative IV User Interactive task (IAT), we have participated with a text mining 
pipeline which has been developed in the scope of the CellFinder database2. The task consisted 
of curating gene/protein expression events in cell types, tissues and organs and the pipeline has 
been previously evaluated for curation for kidney-related cells [1]. In addition to the validation 
of the information automatically extracted by the text mining pipeline, curators were asked to 
manually annotate the gene/protein expression events present in the documents to allow 
comparison between manual and text mining-supported curation. The sentence below illustrates 
an example of protein expression in cells (PMID 18989465): 
  
On the other hand, the podoplanin expression occurs in the differentiating odontoblasts and the 
expression is sustained in differentiated odontoblasts, indicating that odontoblasts have the 
strong ability to express podoplanin. 
  
Four external curators have agreed to participate in the validation of the CellFinder pipeline. 
Two of them belong to the Rat Genome Database3 and are experts in gene and disease curation. 
One of them has a PhD in microbiology with over 25 years of experience in molecular genetics 
in numerous model organisms and has spent the last four years engaged in gene, disease, 
phenotype and pathway curation for rat, human and mouse. The other has a PhD in 
developmental biology with a dissertation on embryonic blood vessel formation. She has 
research experience in cancer biology, biomedical engineering and stroke research. The third 
curator has six years of experience in mesenchymal stem cell (MSC) research and during his 
PhD investigated how ex vivo MSC progenitors adapt to in vitro conditions. Finally, the fouth 
curator has a Ph.D. in molecular cell biology, seven years of postdoctoral and biotech experience 
in experimental immunology and genomics, and ten years of experience in biocuration. Each 
curator proposed a topic of interest, which were: kidney-related diseases in rat, human dendritic 
cells and human mesenchymal stem cells. 
�

In the next sections we present an overview of the CellFinder text mining pipeline, details on the 
processing of the document collections and preliminary results of this experiment.  
�

Materials and Methods 
For the BioCreative IV IAT task, we have proposed the CellFinder text mining pipeline for 
curation of gene/protein expression events in cells, tissues and organs. The four external curators 
proposed three topics, which are listed below along with the corresponding code which we will 
cite throughout this work when referring to each of these datasets.  
!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!
2� http://cellfinder.org/�
3� http://rgd.mcw.edu/ 
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Kidney: rat renal-related diseases, such as end stage renal disease and chronic renal 
insufficiency;  
Mesenchymal: human mesenchymal stem cells;  
Dendritic: human dendritic cells. 
 
Text Mining Pipeline 
The CellFinder curation pipeline includes the following steps: triage of relevant documents, 
retrieval of full text, linguistic pre-processing, named-entity recognition (NER), post-processing, 
gene expression extraction and manual validation of the results (cf. Figure 1). No adaptation or 
retraining of the pipeline was carried out for any of the proposed topics, except on the keywords 
provided in the triage step. Each of these steps is briefly described below; more details can be 
found in Neves et al. [1].  
 

 
 
Figure 1. CellFinder text mining pipeline for the BioCreative IV IAT task. Automatic procedures are 
shown in red and manual ones in purple.  
 
Triage (1) and Document Retrieval (2)  
Since curators were asked to validate and annotate only a small set of 30 abstracts, we utilized 
GoPubMed [2] for the retrieval of relevant documents. The three queries we used were the 
following: Rats[mesh] ”gene expression”[go] ”Kidney Failure, Chronic”[mesh] (Kidney dataset), 
”Mesenchymal Stem Cells”[mesh] Humans[mesh] ”Gene Expression”[mesh] (Mesenchymal 
dataset) and ”Dendritic Cells”[mesh] Humans[mesh] ”Gene Expression”[mesh] (Dendritic 
dataset). Provided with the list of PMIDs exported from GoPubMed, we retrieved the abstracts 
from the database developed in the scope of the GeneView tool [3].  
  
Pre-processing (3) 
Documents were first split by sentences using the OpenNLP toolkit4 and then parsed using the 
BLLIP parser5 [4] (also known as the McClosky-Charniak parser). Part-of-speech tags, 
tokenization and full parsing were derived from the BLLIP parser output. 
!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!
4� http://opennlp.apache.org/ 
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Named-entity Recognition (4) and NER Post-processing (5)  
Named-entity recognition was performed for the following types: genes/proteins, cell lines, cell 
types, anatomical parts and expression triggers. Triggers were extracted based on a list of 509 
terms which was built manually and matched to the text using Lingpipe6. We identified genes 
using GNAT [5], a system for extraction and normalization of gene/protein mentions. Cell lines 
were recognized based on version 6.31 of Cellosaurus7, a manually curated vocabulary of cell 
lines. Matching to the text was carried out with Linnaeus [6]. For the recognition of cell types 
and anatomical parts, we used Metamap [7], a system for UMLS (Unified Medical Language 
System) concept extraction. Cell types have also been extracted using an ontology-based 
approach in which synonyms from the Cell Ontology (CL) are matched against the text using 
Linnaeus [6]. �
�

Regarding the post-processing step, we included an extra acronym resolution for cell types, 
besides the one carried out by the Metamap tool. Additionally, we used a list of potential false 
positives for gene/protein, cell, organ and tissue name which was initially created based on 
common errors performed by NER tools and was recently updated with feedback received from 
the kidney curation experiment [1].  
  
Event Extraction (6)  
Gene/protein expression events were automatically extracted using the Turku Event Extraction 
System (TEES) [8]. It was trained on 10 full texts on human embryonic stem cells which have 
been manually annotated and whose evaluation was presented in [1]. Each gene/protein 
expression event is always composed of a gene/protein and a cell line, cell type or anatomical 
part (tissue, organ). 
  
Manual Validation (7)  
Manual validation of the automatically predicted gene/protein events was carried out based on 
Bionotate [9], a tool designed to support collaborative curation of biomedical data. We have 
configured Bionotate for curation of gene/protein expression data as shown in Figure 2. 
Bionotate loaded one snippet, or text segment at a time, which was randomly selected from the 
repository of extracted events. Each snippet was highlighted with only one gene/protein 
expression event composed of three entities: one expression trigger, one gene/protein and one 
cell line, cell type, tissue or organ. For each predicted event, we presented a snippet of text 
containing the sentence where the events were supposed to be taking place along with the 
preceding and following two sentences. Additionally, Bionotate presented the identifier of the 
document from which the data came, along with a link to PubMed, buttons for removing and 

!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!
5� https://github.com/dmcc/bllip-parser 
6� http://alias-i.com/lingpipe/�
7� ftp://ftp.nextprot.org/pub/current_release/controlled_vocabularies/cellosaurus.txt 
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adding new annotations, and a question that assesses the curation task (e.g., gene/protein 
expression) with a list of possible answers. 
 
From the list of relevant PMID identifiers returned by GoPubmed (cf. Triage), the 60 top 
documents of the Kidney dataset were randomly split into two groups of 30 abstracts: Kidney1 
and Kidney2. The snippets derived from the 30 abstracts in each of the Kidney1, Kidney2, 
Mesenchymal and Dendritic datasets were loaded into Bionotate and the URL was sent to the 
corresponding curator. They were asked to check whether the entities had been correctly 
extracted and whether a gene/protein expression event was described in the text.  
Curators were free to change the span of the entities, as long as the entity has been at least 
partially automatically annotated. For example, in Figure 2 the curator could change the 
gene/protein annotation (in blue) from “TLR” to “TLR4” or even to “Toll-like receptor 4”, 
which is a synonym, but should not change it to another gene/protein, such as “MMP-2”. Thus, 
changes to the entities’ span should only be carried out in the context of the “Entities of interest” 
listed above the snippet. 
 
 Finally, one of the answers had to be chosen to assess the text mining results with respect to 
event extraction, named-entity recognition and document triage. Event extraction was assessed 
by answers 1, 2 and 3. Answer 1 was selected when all entities were correctly identified (whether 
automatically or after corrections) and if they were indeed taking part in a gene/protein 
expression event. This was also true when the text described low expression of a gene/protein, as 
it still constituted a gene/protein expression. Answer 2 was also only to be selected if all entities 
were correctly identified and were taking part in a gene expression event. The difference from 
Answer 1 is that in order to select Answer 2, the text must indicate that there was negation, in 
other words, the gene/protein was not being expressed in the specified anatomical part. Thus, 
data derived from answers 1 and 2 were potential candidates to be integrated into the CellFinder 
database, as a positive and negative expression level, respectively. Finally, Answer 3 was only 
important as feedback for the event extraction component of the text mining pipeline. It should 
be chosen if all entities were correctly identified (whether automatically or after corrections) but 
there was no gene/protein expression event taking place, i.e., both entities were being cited in 
some other context.  
 
Answers 4, 5, 6, 7 were important as feedback for the name-entity recognition components of the 
text mining pipeline and indicated whether the expression trigger, gene/protein, cell/anatomy or 
both of them, respectively, were incorrectly extracted (not even partially). Finally, Answer 8 was 
important as feedback for the document triage component of the text mining pipeline. This 
option could be selected when the text seemed not to be related to cell research, to the topic 
which was suggested or to the characterization (gene/protein expression) of cells and anatomical 
parts. 
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After choosing one of the options above and clicking on the “save annotation” button, an XML 
file was generated for each snippet and saved in the server with the changes in the entities (if 
any) and the chosen answer. A new snippet was then loaded on screen and the validation process 
continued.  
 

 
 
Figure 2: Screenshot of Bionotate for the mesenchymal stem cell dataset. For this example, the first 
answer would be selected as a gene expression event is indeed taking place in the sentence which contains 
the highlighted entities.  
 
Manual Curation 
For each of the three topics proposed by the external curators, a manual annotation of 30 
abstracts was carried out by the curator who suggested the topic. This was the same set of 
documents which was processed by the text mining pipeline, in order to allow a comparison of 
manual and text mining annotation. However, different curators were asked to carry out the 
manual annotation and text mining validation of the same set of documents, allowing 
computation of inter-annotator agreements. Manual annotation of the abstracts was supported by 
the use of the Brat annotation tool8.  
 

!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!
8� http://brat.nlplab.org/ 
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Results and Discussion 
As of the submission deadine for this manuscript, manual annotation of the abstracts was still 
ongoing. Therefore, we present here only the results for the processing and validation of the 
datasets using the CellFinder text mining pipeline. Additionally, curator 3 agreed to carry out an 
additional validation of the automatic predictions from the Mesenchymal dataset to enable 
computation of inter-annotator agreement. 
 
The results derived from the automatic processing of the 120 abstracts are shown in Table 1. 
Although each dataset contained exactly 30 abstracts, the size of the documents varied 
considerably, as demonstrated by the total number of sentences, which differed by more than 100 
between the Kidney1 and Dendritic datasets. All collections contained a fairly high number of 
gene/proteins, tissues/organs and triggers words, but only a few cell line mentions. 
  
     
Statistics/Datasets  Kidney1  Kidney2  Dendritic  Mesenchymal 
     
no. documents  30  30  30  30  
no. docs with events  25 (83%)  21 (70%)  16 (53%)  26 (87%)  
no. sentences  407  394  289  327  
     
no. genes/proteins  393  439  308  340  
no. cell lines  36  14  39  53  
no. cell types  72  57  184  230  
no. tissues/organs  502  474  230  467  
no. triggers  465  481  362  401  
     
no. gene expression events  108  119  187  220  
 
Table 1: Statistics on the annotations which have been automatically compiled from the four datasets.  
 
The only large difference among the datasets is the small number of cell type annotations for the 
two Kidney collections, in contrast to the Dendritic and Mesenchymal sets. This might be due to 
two reasons: (i) the collection contained many irrelevant documents, and/or (ii) the text mining 
pipeline recall for rat cell types was rather low. However, the percentage of documents in which 
a gene/protein expression was found was not much lower when compared to the other datasets, 
which means that most of the documents indeed contained gene/expression events. Future 
comparison between manually annotated abstracts and text mining processed ones might also 
shed additional light on the recall of cell type predictions. �
�

Table 2 shows the statistics on the eight answers from the validation using Bionotate of the 
gene/protein expression events extracted by the text mining pipeline. The answers can be 
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summarized as follows. Almost 35% (answers 1 and 2) of the gene expression events have been 
extracted correctly, as well as the participating entities. This included both positive and negative 
statements of gene expression in cells and anatomical parts. This is a lower value than the 
approximately 52% precision which was previously measured during internal curation of the 
CellFinder database on a large dataset of more than 2,000 full texts [1]. Around 26% (answers 3 
and 4) of the snippets described processes not related to gene expression, although the gene, cell 
and anatomy were correctly recognized, as opposed to 17% reported in the previous evaluation. 
Finally, 38% (answers 5, 6 and 7) of the extracted events contained a wrongly identified 
gene/protein, cell/anatomy or both of them, which is larger than the 25% previously reported. 
  
      
Answers/Datasets  Kidney1  Kidney2  Dendritic  Mesenchymal Total  
      
1. Gene expression  40 (37.1%)  44 (37.0%)  61 (32.6%)  71 (32.3%) 216 (34.1%) 
2. Neg. gene exp.  -  -  5 (2.7%)  - 5 (0.8%) 
3. No gene exp.  8 (7.4%)  21 (17.6%)  66 (35.3%)  30 (13.6%) 125 (19.7%) 
4. Wrong trigger  6 (5.6%)  5 (4.2%)  2 (1.1%)  25 (11.4%) 38 (6.0%) 
5. Wrong gene  17 (15.7%)  15 (12.6%)  39 (20.9%)  32 (14.5%) 103 (16.2%) 
6. Wrong cell/anat.  32 (29.6%)  25 (21.0%)  7 (3.7%)  52 (23.6%) 116 (18.3%) 
7. Wrong entities  5 (4.6%)  9 (7.6%)  6 (3.2%)  2 (1.0%) 22 (3.5%) 
8. Irrelevant doc.  -  -  1 (0.5%)  8 (3.6%) 9 (1.4%) 
      
Total  108 (100 %)  119 (100%)  187 (100%)  220 (100%)  634 (100%) 
 
Table 2: Evaluation of the gene expression snippets in Bionotate. 
 
When comparing results across the four datasets, the percentage of correct gene/protein 
expression events was similar and ranged from 32% to 37%. However, the percentage of 
incorrect extracted events (no expression event despite having correct entities) was much higher 
in the Dendritic dataset (around 35%) in contrast to the Kidney and Mesenchymal datasets (7% 
to 17%). An analysis of 10 of the 66 snippets classified with Answer 3 for the Dendritic dataset 
showed that some of the answers provided by the curator were correct but that some snippets 
could have been classified as incorrect cell type or gene/protein instead.  
 
Regarding the recognition of the named-entities, again there was some difference between the 
Dendritic and the other datasets. Gene/protein was classified 20% of the times as incorrect for 
the Dendritic dataset while only 12%-15% of the time for the Kidney and Mesenchymal datasets. 
Wrongly extracted gene/proteins included acronyms, such as “SCC” (squamous-cell carcinoma), 
cell types, such as “dendritic cell”, and anatomy-related terms, such as “pancreatic”. On the other 
hand, precision of cell and anatomical parts extraction was excellent for the Dendritic dataset 
(4% incorrect) and good for the other sets (21%-29% incorrect). Indeed, for the Kidney and 
Mesenchymal datasets, false positives for cells and anatomical parts included mentions such as 
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“down”, “analyzed”, “time”, “stem” and “poly”. However, this answer was also mistakenly 
assigned to correct annotations, such as “extracellular matrix”, “kidney”, “macrophage”, 
“plasma”, “bone” and “leukocyte”.  
 
Inter-annotator agreement was assessed for the Mesenchymal dataset using the results provided 
by curators 3 and 4. Both curators provided the same answer for 47% of the snippets. Differences 
occurred mainly when distinguishing between Answer 3 and 4, which  have similar meanings, 
and for answers related to mistakes derived from the named-entity recognition step. The rather 
low agreement rate shows both the difficulty of the task and possibly also some deficiencies in 
the curation guidelines. In spite of this, the good percentage of correct gene/protein expression 
events (32%-37%) across three distinct topics demonstrates the suitability of the text mining 
pipeline to the proposed task. 
 
Funding 
This work was supported by Deutsche Forschungsgemeinschaft [grant numbers KU 851/3-1, LE 
1428/3-1 to AK and UL], and European Commission [grant number 334502 to AK]. GTH and S-
JW were supported by a grant (HL64541) from the National Heart, Lung and Blood Institute on 
behalf of the National Institutes of Health. 
 
Acknowledgments 
We are thankful to Philippe Thomas for support in document retrieval from the GeneView.  
 
References 
1.$Neves,$M.,$Damaschun,$A.,$Mah,$N.,$et$al.$(2013)$Preliminary$evaluation$of$the$cellfinder$literature$
curation$pipeline$for$gene$expression$in$kidney$cells$and$anatomical$parts.$Database.$$
2.$Doms,$A.$&$Schroeder,$M.$(2005)$GoPubMed:$exploring$PubMed$with$the$gene$ontology.$Nucleic(
Acids(Res.$33,$W783–W786.$
3.$Thomas,$P.,$Starlinger,$J.,$Vowinkel,$A.,$Arzt,$S.$&$Leser,$U.$(2012)$Geneview:$a$comprehensive$
semantic$search$engine$for$PubMed.$Nucleic(Acids(Res.$40,$W585–W591.$$
4.$Charniak,$E.$&$Johnson,$M.$(2005)$Coarse%to%fine$n%best$parsing$and$maxent$discriminative$reranking.$
In$Proceedings$of$the$43rd$Annual$Meeting$on$Association$for$Computational$Linguistics,$ACL$’05,$173–
180$(Association$for$Computational$Linguistics,$Stroudsburg,$PA,$USA).$
5.$Hakenberg,$J.,$Plake,$C.,$Leaman,$R.,$Schroeder,$M.$&$Gonzalez,$G.$(2008)$Inter%species$normalization$
of$gene$mentions$with$gnat.$Bioinformatics$24,$i126–i132.$
6.$Gerner,$M.,$Nenadic,$G.$&$Bergman,$C.$(2010)$Linnaeus:$A$species$name$identification$system$for$
biomedical$literature.$BMC(Bioinformatics$11,$85.$$
7.$Aronson,$A.$R.$&$Lang,$F.%M.$(2010)$An$overview$of$MetaMap:$historical$perspective$and$recent$
advances.$J.(Am.(Med.(Inform.(Assoc.$17,$229–236.$
8.$Bjorne,$J.,$Ginter,$F.$&$Salakoski,$T.$(2012)$University$of$Turku$in$the$BioNLP’11$shared$task.$BMC(
Bioinformatics$13,$S4.$



!

! 213!

9.$Cano,$C.,$Monaghan,$T.,$Blanco,$A.,$Wall,$D.$P.$&$Peshkin,$L.$(2009)$Collaborative$text%annotation$
resource$for$disease%centered$relation$extraction$from$biomedical$text.$J(Biomed(Inform$42,$967–977.$$


