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Abstract 
We have adapted Cocoa, an existing dictionary/rule based entity tagger that tags multiple 
semantic types in the biomedical domain to the BioCreative IV CTD task. We have added a 
normalization module against CTD dictionaries for the BioCreative CTD task. A preliminary 
evaluation of the system shows recall performance (82% for chemicals, 65% for diseases and 
49% for genes) against the entire training corpus comparable to that achieved by other systems in 
the CTD task in BioCreative Workshop 2012 (1). 
 
Background 
Cocoa (http://npjoint.com/CocoaEval.html) is an existing dictionary/rule based named entity 
tagger for the biomedical domain. The tagger simultaneously tags entities across a number of 
biomedical term classes, including chemicals, genes/proteins, biological/disease/generic 
processes and diseases. The tagger is already available through a web interface and also though 
RESTful APIs for a variety formats, including the Genia A1 format. We have adapted this 
system to the  BioCreative IV CTD task, primarily by adding an entity normalization module 
against CTD dictionaries.  As required for the task, we have provided four endpoints for the 
various entity classes: 
 
http://npjoint.com/Cocoa/api/ctd/chem/ 
http://npjoint.com/Cocoa/api/ctd/gene/ 
http://npjoint.com/Cocoa/api/ctd/disease/ 
http://npjoint.com/Cocoa/api/ctd/action_term/ 
 
System description 
The system consists primarily of six modules (see Fig 1): 
 
(a) Sentence splitter. This uses various orthographical clues, in addition to periods, to detect the 
beginning of new sentences. Exceptions such as biological entities that begin in lower case 
letters (e.g., mRNA) are also accounted for. 
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Figure 1. Block Diagram of System 
 
 
(b) Acronym detector. A dynamic programming algorithm is used to detect and tag acronyms. 
 
(c) POS tagger/chunker. Both of these steps are handled by TBL-based algorithms in the public 
domain, namely the Brill tagger and fnTBL. The dictionaries and rules for these algorithms are 
heavily modified and tailored for the biomedical domain. 
 
(d) Entity tagger. This module marks up single words in various entity classes. The approach 
primarily uses morphological clues for coverage ('-mab', '-ase', '-orrhea', '-tion'), mainly suffixes, 
while small dictionaries are used for terms not amenable to morphological analysis. Precision is 
increased by the use of false-positive dictionaries. The modules also marks up orthographically 
distinct entities (HYmA-1) as belonging to an 'unknown' entity class. 
 
(e) Multi-word entity detector: Orthographically tagged entities in the 'unknown' class are 
merged with successor words known to belong to entity headword classes ('protein', 'kinase', 
'symptom', 'disease').  A certain amount of word-sense disambiguation is also carried out in the 
module ('stones', 'solution, 'product', 'stem', 'relative', 'redness'). Common prefix terms for 
anatomical parts and diseases are merged here ('superior', 'severe', 'recurring').   
 
(f) Coordination: Noun phrases in coordination are recognized in this module. Anatomical parts 
followed by disease headwords are merged ('liver cancer'); such mergers are also handled in 
coordination ('lung and liver cancer'). Terms in the 'unknown' class that can disambiguated 
through apposition are also marked up ('HDAC4, a member of the histone deacetylase family'). 
A formula detection submodule checks the remaining 'unknown' class terms for chemical 
formulae. 
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(g) Normalization: The modules described above are part of the existing web-accessible system, 
and were not modified for the CTD task, except for periodic upgrades as part of system 
maintenance and improvement. A new module for normalization against CTD dictionaries was 
however added specifically for the CTD task. For disease and chemicals, this was done primarily 
for exact matches against dictionary terms, after some small changes e.g. substitution of spaces 
with hyphens through regular expressions(' ' -> '[- ]'),  matching against roughly synonymous 
headwords ['cancer' -> '(carcinoma|neoplasm|cancer)'] and irregular lemmatization ['renal' -> 
'(kidney|renal)']. For normalization of gene/protein terms, matches were re-attempted after 
stripping common headwords ('protein', 'gene', 'receptor') and by substitution of chemical 
premodifiers ('K' -> 'potassium' in 'K channel'). Action terms were handled, in addition to direct 
matches, by a certain amount of lemmatization as well as by synonyms, in addition to co-
occurrences ('treatment' + 'response' -> 'response to substance'). 
 
Performance against training corpus 
As noted above, the entity-detection parts of the system were not specially modified for the CTD 
task. The system has performed reasonably against  various corpora, and also in some shared 
tasks, such as the disease/sign /symptom recognition ShARe/CLEF eHealth task (F=0.78; test 
set); we also used the system-detected entities as an alternate to the gold-annotated entities for 
the BioNLP13 Cancer Genetics event extraction task without substantial changes in the 
performance(F=0.45 for event detection; test set). 
 
Four modules to normalize entities against CTD dictionaries was the only addition for the CTD 
task. Match generalization against dictionaries through regular expressions was done by 
manually checking against about 50 abstracts in the training dataset. The modules were designed 
fairly conservatively to keep precision high even while boosting recall (which is the primary 
endpoint) for three entity categories (genes, chemicals and diseases). For the fourth category 
(action terms), the number of concepts is quite small (32), and we chose a strategy that increases 
recall only while maintaining or increasing the macro f-score. 
 
We refined the normalization modules against a small portion (~5%) of the training corpus. The 
approximately performance against the entire training set is shown below in Table 1, and the 
official results (from the organizers) for the test set is also shown. 
 
For chemicals and diseases, the results for disease and chemicals are similar for training and test 
sets. The recall against the test set for genes was considerably higher than for the training set, 
and this difference may be due the fact that we did not stringently check against synonyms (as is 
allowed by the CTD task) in our own evaluation method for the training set. The low numbers 
for the action_term category in the test set are not surprising as the number of trigger words in 
the dataset are far larger than the number of action term categories, which necessitated 
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construction of some rules for mapping. It is conceivable that the action_term category is in fact 
better suited to a machine-learning approach than the rule-based approach that we used. 
 

 Training dataset Test dataset 

Entity class Precision Recall Macro F1 Precision Recall 

Chemical 0.54 0.82 0.61 0.559 0.877 

Disease 0.44 0.65 0.48 0.467 0.621 

Gene 0.28 0.49 0.33 0.373 0.698 

Action term 0.65 0.62 0.60 0.482 0.522 
 

Table 1. 
 
Overall, while our system performance in all categories clearly could do with substantial 
improvement, the scores shown above are somewhat similar to those reported in the CTD task in 
the BioCreative Workshop 2012 (1). 
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