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Abstract 
Participating in the BioCreative IV CTD Curation shared task, we developed RESTful, BioC-
compliant web services which recognise CTD chemicals, genes, diseases and actions terms in 
PubMed abstracts. The tools are based on machine learning approaches, specifically, conditional 
random fields (CRFs) for recognising names of chemicals, genes and diseases, and support 
vector machines (SVMs) for recognising action terms.  
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Introduction 
The Comparative Toxicogenomics Database (1) (CTD) is a publicly available resource that 
integrates information on chemicals, genes and diseases curated from scientific literature, aiming 
to foster understanding of the means by which drugs and chemicals affect human health. 
Relationships between entities (e.g., chemical-gene, chemical-disease and gene-disease) are 
stored in the database by means of manual curation. The BioCreative IV Track 3 was defined to 
encourage the text mining community to develop interoperable automatic tools to assist in CTD 
curation. 
 
The task asks for preparing RESTful web services capable of accepting input in BioC format and 
responding with an enriched version that includes one of four concept types, namely, chemicals, 
genes, diseases and action terms.  
 
We address this challenge by using machine learning-based approaches. Specifically, we used 
algorithms for sequence labelling (for identifying chemicals, genes and diseases) and multiclass, 
multilabel classification (for identifying action terms), whilst leveraging relevant resources such 
as the CTD vocabularies and other ontologies/dictionaries.  
 
Methods 
In this section, we provide an overview of the various methods, as well as resources, which were 
used in the development of the CTD automatic curation tools. 
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Resources 
The organisers provided a training corpus of 1,112 PubMed abstracts encoded in the BioC XML 
format. Each abstract consists of a list of manually curated chemicals, genes, diseases and action 
terms. The annotations do not include specific textual locations of the concepts, and they 
correspond to the preferred names of the concepts in the CTD vocabularies, rather than the 
surface forms appearing in actual text.  
 
The automatic annotation methods described in the following sections heavily rely on several 
external dictionaries. Apart from the chemical, gene and disease vocabularies available in CTD, 
we also used 1) Chemical Entities of Biological Interest (2), DrugBank (3), Joint Chemical 
Dictionary (4), and PubChem Compound (5) for chemicals, 2) UniProt (6), NCBI EntrezGene 
(7), GeneLexicon (8), and Human Genome Organisation Ontology (9) for genes, and 3) Medical 
Subject Headings (10), Unified Medical Language System (11), Disease Ontology (12), and 
Online Mendelian Inheritance in Man Ontology (13) for diseases. 
 
Chemicals, Genes and Diseases 
We cast the problem of recognising chemicals, genes and diseases as a named entity recognition 
(NER) task; specifically, we modelled the data using conditional random fields (14) (CRFs). 
 
Development phase. Since the training corpus does not contain the locations of annotations, the 
first challenge we addressed was the generation of a silver-annotated corpus for each entity type. 
Using the dictionaries listed in the previous section, we extracted the locations of chemicals, 
genes and diseases in the abstracts in the provided training corpus. This, however, introduced a 
considerable amount of noise due to the ambiguity of certain names (e.g., the chemical lead 
matches verbs of the same form). To mitigate this problem, we exploited the testing facility 
provided by the Track 3 organisers to identify false positives and filter them out. The true 
positives were then used in silver-annotating the corpora with the specific locations of entities in 
text.  
 
We observed, however, that in silver-annotating the corpus for diseases, many of the names in 
the gold standard annotations were missed due to the various ways in which they are expressed 
in text. For example, the name leukopenia appears as a curated disease for an abstract. Whilst the 
adjective leukopenic appears in text, the name itself (nor any of its synonyms) does not. To 
capture such cases, we developed a heuristic method based on overlapping stemmed tokens. This 
method is based on the following preliminary steps, performed on both the dictionary entries in 
the CTD disease vocabulary as well as the noun phrases in text: 1) removal of stop words, 2) 
stemming of each remaining token and 3) alphabetical reordering of tokens. For each noun 
phrase-dictionary entry pair, a score is computed based on the number of common tokens. If the 
score is greater than a threshold, the matching tokens are silver-annotated in text.  
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Utilising the NERsuite package (15), we trained a CRF model for each of the categories using 
the silver-annotated corpora. We exploited lexical, orthographic, syntactic, and dictionary 
features. 
 
Extraction phase. Each input abstract is pre-processed by splitting sentences (using the 
MEDLINE sentence model in LingPipe (16)), tokenisation (using OSCAR4 (17)), and part-of-
speech and chunk tagging (using GENIA Tagger (18)). NERsuite then generates the features and 
assigns labels to the token sequences using the trained models. If any of the named entities 
tagged by the model cannot be mapped to a CTD preferred name, we apply the previously 
mentioned heuristic method based on overlapping stemmed tokens to retrieve and return the 
CTD entry with the highest score. 
 
Action Terms 
Initially, we treated the recognition of action words the same way as the other categories, i.e., as 
sequence labelling problem. However, unlike chemicals, genes and diseases, CTD action terms 
are expressed in text much less explicitly. Action terms such as response to substance would 
very rarely appear verbatim in actual text, with authors expressing the same idea by instead 
saying that A affects B in some manner C. For this reason, and considering that there are only 53 
possible CTD action terms, we decided to cast the problem as a multiclass, multilabel 
classification task, i.e., each abstract may be classified with any number of action terms 
depending on the types of chemical-gene interactions that particular abstract pertains to. 
  
Development Phase. Employing a one-versus-all approach, we used support vector machines 
(SVMs) (19) to train a total of 53 different models (i.e., one for each of the 53 CTD action 
terms). The feature set included 1) verb variant matching based on BioLexicon (20), and 2) the 
co-occurrence (and proximity) of chemical and gene names with a biomedical verb variant. 
Features of the first type are represented as booleans, while those of the second type are 
normalised weights accumulated based on the number of co-occurrences.  
 
Extraction Phase. Each input abstract undergoes the same pre-processing pipeline as used for the 
other categories described in the previous section. Chemical and gene names (needed as features 
for the classification) are extracted automatically using the models described in the previous 
section. If the prediction returned by any of the 53 models is greater than a threshold, the 
document is labelled with the CTD action term corresponding to that model. 
 
Availability 
The web services follow the specification set by the task organisers and are accessible at the 
following locations: 
Chemicals: http://nactem.ac.uk/CTDWebService/ctd/chem 
Genes: http://nactem.ac.uk/CTDWebService/ctd/gene 
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Diseases: http://nactem.ac.uk/CTDWebService/ctd/disease 
Action terms: http://nactem.ac.uk/CTDWebService/ctd/action_term 
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